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Table 1. Overall 3D gamma passing rate (mean ± SD, %) on the independent 
VMAT test set (n = 70).
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Conventional dose-calculation algorithms 
trade accuracy against speed and are non-
differentiable, limiting online adaptive 
radiotherapy (ART) and end-to-end 
automatic planning.

We developed a single, site-independent, 
differentiable deep-learning dose engine 
that predicts 3D dose directly from CT and 
divergent MLC/jaw aperture projections 
(“beamlets”).

Trained on 3,600 IMRT / 3D-CRT plans (6 
MV) from 120 patients across seven sites, it 
was validated by 3D gamma analysis on 70 
independent VMAT plans.

The best model (Cascade U-Net, MAE) 
reached 98.8 ± 1.7% (3%/2 mm), with robust 
accuracy across all sites and <1.5 min per 
plan — feasible for autoplanning, online 
ART, and independent verification.

High accuracy across all configurations (Table 1). Best — Cascade 
U-Net + MAE: 98.8 ± 1.7% at 3%/2 mm; standard U-Net + MAE 
comparable (98.5 ± 2.1%).

Loss functions (MAE vs MSE) and architectures were statistically 
comparable — high-resolution divergent inputs, not network 
depth, drive accuracy.

Site-wise (Fig. 3): pelvic best (cervical & prostate >99%); H&N and 
thoracic >98.6%; worst-case site minimum >93%.
Open-field water phantom (Fig. 2): FWHM errors <0.4 mm (max 
0.74 mm) and central-axis MAE <1% (≤15×15 cm²), meeting 
AAPM MPPG 5.b7.

Speed: 84.4 ± 27.4 s per VMAT plan on one NVIDIA A100 
(preprocessing 49.9 s, inference 34.5 s).

A single model computes clinically accurate 3D dose (>98% 
at 3%/2 mm) across seven sites and generalizes across 
delivery techniques — trained on static IMRT/3D-CRT, tested 
on VMAT.

Deliverable MLC/jaw inputs make it beam-geometry- and 
vendor-independent: no TPS pre-dose or fluence features 
required.

Isocenter-centering lets the network internalize fixed physics 
(inverse-square fall-off, SAD, beam profile).

Standard U-Net + MAE is preferred: equal accuracy, lower 
memory — better for time-critical online ART.

Limitations (Fig. 4): localized errors at steep density 
gradients (skin buildup, surgical clips, lung–tissue interface); 
6 MV only; single-institution data.

Data: 120 MD Anderson patients across 7 sites (brain, H&N, 
breast, thoracic, GI, prostate, cervical); 3,600 step-and-shoot 
IMRT + 3D-CRT plans (6 MV; RayStation CCC). 201,214 
beamlets; patient-level 8:2 train/val.

Inputs (Fig. 1): four 192³ volumes at 3 mm — CT (electron 
density), divergent ray-traced MLC and jaw projections, and 
ground-truth dose per MU; all isocenter-centered.
Networks: 3D U-Net vs. coarse-to-fine 3D Cascade U-Net4; 
MAE and MSE losses; Adam (1e-4), DDP, deep supervision, 
100 epochs.

VMAT inference: each arc decomposed into 180 control 
points (every 2°); per-control-point dose weighted by MU 
and summed.

Evaluation: 3D global gamma (TG-218)5, 10% threshold, four 
criteria. Independent cohort: 70 VMAT plans (40 MDA + 30 
RPA6), 7 sites.

A beamlet/aperture-based deep-learning dose engine 
achieves near-clinical accuracy across seven sites with one 
unified, differentiable model — overcoming the speed–
accuracy trade-off and enabling end-to-end autoplanning, 
online ART, and independent verification.

Future work: extension to additional beam energies (15 MV, 
FFF) and GPU-accelerated beam projection to further reduce 
latency.
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Model & Loss 3%/2 mm 3%/1 mm 2%/2 mm 2%/1 mm

Cascade U-Net + MAE 98.8 ± 1.7 96.1 ± 3.5 96.6 ± 3.2 90.8 ± 6.8

Cascade U-Net + MSE 98.3 ± 2.5 95.1 ± 5.3 96.1 ± 4.3 89.4 ± 9.3

U-Net + MAE 98.5 ± 2.1 95.9 ± 4.2 96.5 ± 3.8 90.4 ± 7.7

U-Net + MSE 97.9 ± 2.6 94.8 ± 4.7 94.9 ± 4.7 87.6 ± 8.8

Figure 1. Model inputs for one beamlet — CT, CT+dose, and ray-traced 
divergent MLC / jaw projections (192³, 3 mm).

Figure 2. Water-phantom validation: X/Y profiles and central-axis depth dose. 
Solid = TPS, dotted = network.

Figure 3. Gamma (3%/2 mm) by anatomical site — robust across all seven 
sites, best for pelvic anatomy.

Figure 4. Worst-case plans: ground truth, prediction, and difference for 
breast (94.9%) and thoracic (93.2%). Errors concentrate at skin and 
tumor–lung interfaces.

Accurate dose calculation underpins modern IMRT and 
VMAT, where algorithms must rigorously model 
radiation transport in highly modulated fields.
Monte Carlo is the reference standard but is 
computationally heavy; analytical algorithms (e.g., 
collapsed-cone) are fast but approximate lateral electron 
transport, producing errors at density interfaces such as 
the lung–tumor boundary.
This speed–accuracy trade-off is a key bottleneck for 
online adaptive radiotherapy (ART), which must re-
optimize and recompute dose on daily anatomy while 
the patient remains on the treatment couch.
Conventional engines are also non-differentiable, which 
blocks fully end-to-end, gradient-based automatic 
planning.
Deep-learning dose engines can help1-3, but most are 
trained on a single site and rely on TPS-specific or 
fluence-derived inputs that implicitly encode machine 
information — limiting its use outside the commercial 
TPS.
We develop a beamlet/aperture-based, differentiable 3D 
CNN that predicts dose directly from patient CT and 
divergent MLC and jaw projections, learning a 
generalizable map from anatomy and aperture geometry 
to dose.
Because the engine is differentiable, dosimetric
gradients can backpropagate to machine parameters —
a foundation for end-to-end autoplanning, independent 
dose verification, and online ART.
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